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Abstract

Identifying objects from a video stream is a fundamen-

tal and critical task in many computer-vision applications.

A popular approach is the background subtraction, which

consists in separating foreground (moving objects) from

background. Many methodologies have been developed for

automatic background segmentation but this fundamental

task is still challenging. We focus here on a particular ap-

plication of computer vision: intrusion detection in video

surveillance.

We propose in this paper a multi-level methodology for

evaluating and comparing background subtraction algo-

rithms. Three levels are studied: first, pixel level to evaluate

the accuracy of the segmentation algorithm to attribute the

right class to each pixel. Second, image level, measuring

the rate of right decision on each frame (intrusion vs no

intrusion) and finally sequence level, measuring the accor-

dance with the time span where objects appear. Moreover,

we also propose a new similarity measure, called D-Score,

adapted to the context of intrusion detection.

1. Introduction
Identifying moving objects from a video sequence is

a critical task in intrusion detection in video surveillance.
The intrusion detection generally consists in placing a static
camera into an outdoor area to record and/or to be warned of
events occurring in the observed zone. The intrusion detec-
tion work is guided by three strong constraints: i) a real time
processing for being warned as fast as possible, ii) with-
out omissions: areas under surveillance could be very crit-
ical, for example airports, railways, or jails and, omissions
could lead to important consequences for peoples security;
iii) with a few as possible false detections.

We can find in the literature some previous works con-

Figure 1. Background subtraction results example. (1) Ground-
truth image. (2) Vumeter, D-Score: 0.113 (3) MMG, D-Score:
0.136 (4) DM, D-Score: 0.093

sisting in background subtraction algorithms reviews and
comparisons. Some of them are very general like [16] [3] or
on the contrary, focus on specific application like traffic jam
analysis [6]. They use different measures like speed, mem-
ory requirement or accuracy and compare different methods
[16, 6, 8, 2]. Nevertheless, most of them only compare algo-
rithms on a pixel classification level and none of them deal
specifically with video surveillance context and its specific
constraints.

The more the background subtraction is accurately per-
formed, the more efficient the further steps of the process
(such as tracking or shape recognition) will be. Examples of
background subtraction results can be found on fig.1. Find-
ing situations of robustness and weakness is a key problem
for selecting the appropriate method for a given application.
In this paper, we propose a general framework based on a
multi level analysis to compare background extraction algo-
rithms in intrusion detection context. The result of this work
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is a way to select the most suitable method for an intrusion
detection application focusing on real-time processing and
avoiding omissions.

Section 2, quickly summarizes background subtraction
algorithm principle. Section 3 is dedicated to the proposed
multi-level methodology. Section 4 introduces the different
measures we intend to compare algorithms. In particular
we propose a new measure adapted to the intrusion detec-
tion context. In section 5 is presented the built video tests
database. Experimental results are given in section 6.

2. Background subtraction
Background subtraction algorithms (BSA) have to clas-

sify each pixel as a part of the foreground or the back-
ground.

The choice has been made to use background subtraction
methods mainly because of the real-time processing assured
by their treatment speed. Other well-known methodologies
such Watershed[15], Region Growing Method[12], Parti-
tion of Graph[10], or Pulse Couple Neural Network[13] are
bigger time consumers.

The main assumption for BSA is that a pixel temporal
distribution of values will change significantly if it repre-
sents the background or the foreground. This could be on
a very short time point of view, for example two succes-
sive images in the simplest case. In such case, if a pixel
presents too much variation it is considered as a part of an
object. BSA have to challenge difficulties linked to this hy-
pothesis. In outdoor environment, they have to adapt to var-
ious levels of illumination at different daytimes, and handle
adverse weather conditions such as fog or snow that mod-
ify the background. Changing shadow, cast by moving ob-
jects, should be removed so that consistent features can be
extracted from the objects in subsequent processing. More-
over they have to handle the moving objects that merge with
the background while staying too long at the same place.

BSA are used in several applications as traf-
fic monitoring[17], human detection[18], or gesture
recognition[5]. A great number of them exists in the
literature. In this paper, we compare various BSA for
detecting moving objects in outdoor video sequences, in
the way to select the more robust algorithm according to
the cases encountered in intrusion detection. We consider
approaches varying from simple techniques such as frame
differencing to more probabilistic modeling techniques.
While advanced techniques often produce superior perfor-
mance, our experiments show that simple techniques lead
to equivalent results with much lower computational time,
as we will see in the section 6.2.

3. Multi-level methodology
The evaluation of a video based intrusion detection sys-

tem leads to three main questions: Was an object correctly

extracted? Did the system detect it? Was it detected with
a reasonable precision? Each of these questions correspond
to a level of the present methodology. The extraction is val-
idated on the pixel level. The detection is evaluated on the
sequence level, and the precision of detection is measured
on the image level. The rate for each level is calculated
comparing the results of segmentation and detection against
a ground-truth.

3.1. The pixel level.

The pixel level analysis estimates the accuracy of object
extraction. First, the extraction is done by performing the
classification of pixels as foreground or background, and
second, the agglomeration of 8-connect foreground pixels
into objects. As the pixel clustering step is dependent from
the classification, the classification is the decisive step. The
pixel level measures the classification accuracy comparing
each pixel label, with the corresponding pixel in the ground-
truth. The ground-truth is a set of binary labeled frames for
each video, where each pixel is labeled as foreground or
background. True and false positives (noted TP and FP)
and negatives (noted TN and FN) are computed in the clas-
sical binary classification way. TP and TN are the fore-
ground/background pixels correctly detected. FP are back-
ground pixels detected as foreground, FN are foreground
one detected as background. This level is generally the only
one treated in the other BSA comparisons in literature.

3.2. The image level

It points to the precise rate of object detection for each
frame, by comparing the label of each frame with the cor-
respondent ground-truth. Each image is labeled as an alarm
or not, depending on the presence of an object in alarm on
it. TP means this frame presents at least an object corre-
sponding to an alarm, and it has been detected. TN means
there is no alarm on this frame, with the correct decision.
FP are frames with no alarm but detected as alarm. FN are
alarm frames but not detected.

3.3. The sequence level

The sequence level analysis measures the global rate of
detection on the span where object appears. A sequence is
a set of following images having the same label. The se-
quence validation is done by comparing sequences of im-
ages output with ground-truths. We consider a sequence as
a TP when it is detected in the time span of the ground-truth
with a tolerance of one second. TN are the sequences with
no alarm classified as not in alarm. FP are sequences with
no alarm but detected as alarm. FN are alarm sequences but
not detected in the one second span. This one second tol-
erance is clearly dependent of the application, our intrusion
detection application.
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Figure 2. Comparison process for sequence and image levels.
TP/FP: true/false positives. TN/FN: true/false negatives.

Fig.2 presents an example of comparison between the
image level and the sequence level. On the first line is the
ground-truth, on the second is the result of the detection.
Third and last ones are the sequences and images levels re-
sults. The first sequence on the ground-truth (a) is consider-
ated as TP on the sequence level in the way it matches with
at least one detection from the detection result. The same
sequence on the image level, is compared frame by frame,
and gives a more precise result. The second sequence on the
ground-truth (b) is considerated as TP on the sequence level
because it matches the sequence (d) from the algorithm out-
put in a span of one second. While on the image level, it
is considerated as FP and FN. The third sequence on the
ground-truth (c) is considerated as a FN because none of
the output of the algorithm matches this sequence.

4. Measures
First we present the classical statistical measures for bi-

nary classification used to estimate algorithm performances.
Second, a new measure, called D-Score that we developed
to take more into account of localization of errors, is intro-
duced.

4.1. Classical measures
The classical measures we choose to use are the follow-

ing ones.
Precision (Prec) and Recall (Rec). On the image and se-
quence levels, precision is the probability of an image or
sequence to be found as a genuine alarm or not. Recall
is the detection rate. On the pixel level, precision and re-
call permit to evaluate the BSA pixel classification. Preci-
sion is the probability of a foreground pixel to be classed
as such. Recall is the probability of a background pixel
to be classed as a background one. Precision and recall
are respectively given by: Prec = TP/(TP + FP ) and
Rec = TP/(TP + FN).
F-Measure. It is used to measuring the global performance
of an algorithm. It is the harmonic mean of precision and
recall and is given by: F1 = 2(Prec.Rec)/(Prec+Rec).
Average error number (Err) and standard deviation
(SD). Theses two measures are only used on the pixel level,
because on image and sequence level they do not bring more
information than previous ones. The SD permits to estimate

the general stability of the BSA in time. The smaller the SD
is, the more stable through time the algorithm is.
It is worth to notice that all these measures consider errors
in the same way whatever their localization is. D-Score,
presented next, is a measure developed to take into account
the localization and the kind of errors (FP/FN).

4.2. A measure adapted to video surveillance con-
text

The D-Score has been developed to be more qualitative
than statistical measures, in the aim of considering localiza-
tion of errors in relation to real object positions. It is like
Baddeley’s distance[1], it is a similarity measure for binary
images based on the distance transform. D-Score gives a
dissimilarity criterion between the ground truth image and
the segmentation result. To compute this measure we only
consider mistakes in BSA results. Each error cost depends
to the distance with the nearest corresponding pixel in the
ground-truth. In the object extraction process, short or long
range errors are less important than medium range error,
because pixels on medium range impact greatly on object
shapes recognition. So the penalty applied to medium range
is heavier than the one applied to those in a short or large
range, as shown fig.4.

Few local/far errors will produce a near zero D-Score, a
good D-Score has to tend to 0. The cost is based on the
Distance Transform of the ground-truth image, defined by:

DT (x) = min(d(p, x), ∀x ∈ X)

with X the set of reference pixels (the background or the
foreground pixels). d(p, x) the distance from the pixel p to
the pixel x. The DT (x) is given by the minimal distance
between p and x, for each pixel x from X . To compute
DT (x) we use the algorithm proposed in [4].
D-Score for each pixel is given by:

D − Score(x) = exp(−(ln(2.DT (x))− α)2)

α is the peak parameter. The more α is low, the more the
maximum will be thin and closer to 0. We punish error with
a tolerance of 3 pixels from the ground-truth, because these
local errors do not really affect the recognition process. For
the same reason, we allow the errors that occur at more than
a 10 pixels distance. That is why, in the next experiments,
we choose α = 5/2. D − Score(x) is plotted on fig.3

A first DT map is computed for the foreground of the
ground-truth image, noted EMapfor, and a second for the
background, noted EMapback. This permits to have differ-
ent costs for false negatives and false positives. As we want
to avoid false negatives, their cost should be higher than the
false positive ones. This is done by scaling the EMapfor
by a scalar s. In experiments we use s = 5, in other words,
false negatives cost 5 times more than false positives. Next,
by summing EMapfor and EMapback into a general map
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Figure 3. D-Score value based on the distance from ground-truth.
Dashed red : α = 3. Dotted green : α = 2. Solid blue : α = 5/2
(actual value used in the next experiments). Errors in [3, 10] are
the most punished.

Figure 4. D-Score. (1) Ground-truth. (2) EMap (cost map). (3)
Example of long ranges errors. D-Score: 0.003 (4) Omissions with
medium range errors. D-Score: 0.058

called EMap, we compute the cost of each pixel on a single
map, according to distance and error kind (see fig.4 (2)).

The D-Score on a given frame is the mean of errors on
every pixels. An example can be found on fig.1. On a given
video, the total D-Score is given by the mean of all D-Score
on all frames. The more efficient the BSA is, the lower
the associate D-Score will be. This new measure is better
adapted to the intrusion detection context, by taking glob-
ally the position and the shape of objects into account, but
also taking care of the type of error made by the BSA. The
next section presents the video database built for the evalu-
ation.

5. Videos test database
The test base has been built in order to point out the

strengths and the weaknesses of the object detection pro-
cess in outdoor. Different sets of labeled videos are used
to measure a posteriori capacities of the video surveillance
system. They can be classed according to their durations
and their natures: real long videos permit to check analysis
robustness in time and avoid long time false detection, they
could present long time change in luminosity, real short
videos present a high density of objects in time. They per-
mit to quickly test a range of situations, and avoid object

omissions. Artificial videos, provided by [7, 11], are short,
generally less complex in terms of numbers of events, but
are labeled frames by frames and permit to test specifically
pixel classification. These video bases allow to test the in-
fluence of some difficulties encountered during the object
extraction phase. Those difficulties have been sorted ac-
cording to 1) the ground type, 2) the presence of vegetation
3) casted shadows, 4) the presence of an attendant car flow
near to the surveillance zone, 5) the general climatic condi-
tions, 6) fast light changes in the scene and 7) the presence
of big objects. All of them could perturb BSA. Each of these
videos have been labeled. Next section presents a sketch of
this methodology on several BSA.

6. Experimental results
In this section we present the background subtraction

methods tested, next experimental results are shown, and
finally several points are discussed.

6.1. Implementation and setup
We have chosen to test Gaussian Mixture Model, Modi-

fied Mixture of Gaussian, the Vumeter, Simple Image Dif-
ference and Weighted Image Difference. Implementation is
done using c++ and OpenCV, all these tests have been run
on a Intel Core2 Quad Q9550 @ 2.83 GHz. Videos are an-
alyzed in 320*240 resolution.
Gaussian Mixture Model: (MMG) from [14], is based on
a parametric probabilistic background model. Parameters
used are: threshold of mixtures sum: 0.7, variance multi-
plier: 2.5, historic size: 200, distributions number: 5, initial
weights: 0.05, initial variance: 30, min. area: 15. MMG
have a processing time (PT) of 19-20 ms.
Modified Mixture: (MMG*) is based on the previous one,
the main difference is that the background is modelized by
a unique distribution. Setup is: ED factor: 5, threshold: 5,
threshold for background reset: 0.6. PT ≈ 8-9 ms.
Vumeter: (VM) from [9], is a non-parametric model, based
on a discrete estimation of the probability distribution. Pa-
rameters used are: bins by components: 16, learning rate:
0.01, decision threshold: 0.1. PT ≈ 11-12 ms.
Simple Image Difference: (Diff). The state of the pixel is
based on the intensity difference between the previous and
the current frame. The value used for the difference thresh-
old is 25. PT ≤ 1 ms
Weighted Image Difference: (DM). In the same way, the
state of the pixel depends on the difference between the
time-pondered mean of the last values of the pixel, and the
present value. The value used are: threshold: 10, weight of
the current image: 50. PT≤ 1 ms

6.2. Results
These results were obtained by computing all measures

on all videos bases.
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Figure 5. Precision-recall [0.6:1.0] plots for the sequence, image,
and pixel levels on the three video bases.

6.2.1 Video bases

The fig.5 shows precision and recall for short, virtual and
long videos. The long ones have better scores on pixel level.
In the opposite of shorts and virtuals, nothing can append
during a long time, facilitating the extraction process. There
are also more sequences with objects to be detected in long
videos than in others, this explains the difference shown on
the sequence level. There is few difference between short
real videos and virtual ones. The main difference is on the
image level, short videos presents many variabilities, par-
ticularly in the illumination conditions whereas virtual are
more stable. This have an impact on the precision and recall
values. Long videos are suitable to test difficult situations
in sequence detection, short videos in image detection and
virtual ones for pixel classification process.

6.2.2 Levels

The tables 1, 2 and 3 show respectively the pixel, image
and sequence level. MMG make many errors on pixel
level, with the highest error rate, highest SD, and lowest
F1. But on the sequence level, it is among the best with
the VM, with F1 = 0.92. According to F1, on the pixel
level , BSA order is Diff, MMG*, VM, DM, MMG, on im-
age level: VM-Diff, DM-MMG*, MMG, and on sequence
level: MMG-VM, Diff, MMG*, DM. Each level of anal-
ysis gives different sorting. This shows levels results are
not correlated each others. The sequence level gives infor-
mation about the effective detection of objects. The image
level give information about stability of detection in time.
If an algorithm tends to be unstable, it could have a good
sequence level but a poor image level.

MMG MMG* VM Diff DM
Prec 0.83 0.92 0.88 0.92 0.95
Rec 0.80 0.90 0.87 0.91 0.86
F1 0.80 0.90 0.87 0.91 0.82
D-Sc 0.019 0.026 0.025 0.024 0.018
Err.(avg.%) 30.96 2.04 2.08 2.09 3.65
SD.(avg.%) 16.5 1.2 2.9 3.0 4.3

Table 1. Results on pixel level. Averaged on all video bases.

MMG MMG* VM Diff DM
Prec 0.71 0.81 0.84 0.84 0.80
Rec 0.63 0.80 0.80 0.80 0.81
F1 0.66 0.80 0.81 0.81 0.80

Table 2. Results on image level. Averaged on all video bases.

MMG MMG* VM Diff DM
Prec 0.92 0.88 0.91 0.91 0.84
Rec 0.92 0.88 0.92 0.92 0.84
F1 0.92 0.88 0.92 0.91 0.84

Table 3. Results on sequence level. Averaged on all video bases.

6.2.3 D-Score

We can notice in table 1, that the F1 measure, the precision-
recall, the SD and the average error rate give a similar BSA
order on pixel level. D-Score gives us a different informa-
tion, the fig.6 compare more precisely D-Score and F1 on
the different bases. For exemple, for MMG, the F1 is the
worst of all the BSA, but it has generally a very good D-
Score. This indicates MMG make many errors, but these
errors have a low cost and they do not pertub shape recog-
nition. MMG make few omissions and generally make short
and long range errors. According to D-Score, BSA order on
pixel level is DM, MMG, Diff, VM, MMG*.

To conclude on these results, VM is very good on im-
age and sequence levels, the simple Diff is near the best on
every conditions. MMG* are fast, but have a lots of omis-
sions. The two image based difference algorithms, Diff and
DM often show interesting performances, but can’t be used
as is in exploitation: if an object stop moving, it cannot be
extracted. In the context of intrusion detection, our results
tend to demonstrate that MMG seems to be the best accord-
ing to the previously seen constrains, in opposition to the
classical BSA review literature.

7. Discussion and conclusion
The questions we try to answers in this article are the

following ones. First, are measures of literature enough to
compare BSA in the specific frame of intrusion detection ?
Our answer is no. They do not take into account the error lo-

5

318



Figure 6. F1(down) and D-Score (top) on pixel level for long, short
and virtual videos.

calizations. This is the reason why we propose the D-Score.
Second, is it sufficient to compare BSA on the pixel level ?
Our answer is, once again, negative. Pixel level gives infor-
mations about object extractions, image and sequence levels
report informations about objects detection, with a specific
focus on the stability in time for the image level. These
three levels are complementary. Finally, how can we build
tests database ? We have to mix virtual videos that allow
to test specific conditions and that are pixel labeled on each
frame. They are suitable specifically for pixel classification
task. Real videos are used to test real light conditions that
could be simplified in virtual videos. Long videos are ori-
ented for sequence detections and help to validate robust-
ness in time whereas short videos stand for classification
stability.

In this work we propose a methodology to compare
background subtraction algorithms in intrusion detection
context. For this comparison we presented a dedicated
framework based on different levels of analysis, and a spe-
cific video base. Notice that this methodology could be
extended to other BSA comparisons and more generally to
other segmentation algorithms comparison.
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