
Distributed Value Functions for Multi-Robot Exploration:
a Position Paper

Laëtitia Matignon, Laurent Jeanpierre, Abdel-Illah Mouaddib
GREYC - UMR CNRS 6072 - University of Caen, Basse-Normandie

Boulevard Marechal Juin, BP 5186
14032 Caen Cedex, France

firstname.lastname@unicaen.fr

ABSTRACT
This paper addresses the problem of exploring an unknown
area by a team of autonomous robots using distributed value
functions for a decentralized decision making problem. As
in single-robot exploration, the goal is to collect the maxi-
mum information in a minimum time by finding interesting
locations to explore. Two key problems have to be solved
in the context of multiple robots: the coordination and the
communication. The localization aspect is not considered
in this paper. The coordination poses the decentralized de-
cision issue: each individual robot must choose appropri-
ate exploration goals so that the team simultaneously ex-
plores different locations of the environment. We present an
approach based on the Markov Decision Processes (MDP)
framework on a three layers occupancy grid using distributed
value functions. By computing a repulsive value function,
each robot estimates which areas the others could explore
knowing their relative positions in the shared map. This is
considered in the exploration reward so as to assign differ-
ent goals to the individual robots. Moreover, multi-robot
systems must be able to cope with communication loss con-
straints during the exploration. In this position paper, we
discuss how our algorithm can be extended to situations in
which communication between robots drops out but coordi-
nation is maintained. Our approach uses distributed value
functions extended to the case where the agents do not know
at each time step the locations of the others.

Keywords
Distributed value functions, Markov decision process, multi-
robot exploration

1. INTRODUCTION
Exploration of unknown environments is a challenging

task that has been attracting considerable attention in au-
tonomous mobile robotics given its wide range of applica-
tions including surveillance, search-and-rescue and plane-
tary missions. The main objective of an exploration mission
is to maximize the knowledge about an unknown region of
space. The robot decides at each step where it has to move,
without any human intervention, and so as to maximize the
information gain. The key question during exploration is
then to find an exploration policy. Moreover, the exploration
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must be generally solved under some constraints typically
related to minimizing time and/or energy consumption.

Exploring with multiple robots presents several advan-
tages over single robot systems. Teams of robots are more
robust. If one robot breaks down, the others can continue
to explore. A fleet of robots also permits to distribute the
exploration task among the robots. Thus the time required
to explore the environment can be typically reduced. How-
ever, multi-robot systems raise many challenges, the most
common ones being simultaneous localization and mapping
(SLAM), multi-robot coordination and communication.

The multi-robot SLAM challenge concerns especially the
integration of information collected by different robots into
a consistent shared map. Map merging has been extensively
studied for the past few years [6, 12, 8].

Multi-robot coordination concerns decentralized decision
making, i.e. each individual robot must find its policy so
that all robots simultaneously explore efficiently different
areas of the environment. If the robots know the relative
positions of the others and share a map of the zone they
all explored so far, then methods have been proposed in
the literature based on assigning to each robot different ex-
ploration frontiers [11, 3]. Frontier-based exploration is an
exploration strategy where robots have to move towards the
boundary between explored free-space and unexplored areas
in order to maximize the information gain [13]. Decentral-
ized Markov Decision Processes (Dec-MDPs) are a way to
address decentralized decision with multiple robots but com-
puting a solution to Dec-MDPs has a high complexity [2].

Another challenge is communicating, first because the a-
mount and the frequency of data to exchange between robots
are limited by the bandwidth of the communication system.
Additionally, potential communication drop-out and failure
must be taken into account. If the communication drops out,
the robots do not share a common map and information such
as their positions. And if the robots do not know the relative
positions of the others and a shared map, then it is far less
obvious how to effectively coordinate them. However little
works have been done towards the loss of communication
during multi-robot exploration. Yet this is a major issue as
explored environments are likely to contain interference or
communication loss as in dangerous zones or after a disaster.

In this position paper we are particularly interested in
multi-robot exploration strategies with communication loss
constraints. The context of this work is a French national
challenge consisting in exploring and mapping an unknown
area in limited time. For this we have at our disposal mobile
robots able to communicate each others their relative posi-



tions and to construct a shared map. Yet our multi-robot
system must be able to cope with loss of communication
during the exploration. First ideas to deal with communi-
cation loss are discussed in this paper. They are based on
distributed value function techniques extended to the case
where the agents do not know at each time step the locations
of the others. This problem could be seen as a decentralized
decision making problem which we formalize as a Dec-MDP
solved as a set of Markov Decision Processes (MDPs), where
interactions between MDPs are considered in the distributed
value function.

This paper is organized as follows. In section 2, we present
the context of our work. In Section 3 we give an overview of
the method and results obtained to explore the environment
with a single autonomous robot. Section 4 presents first
approaches to solve the problem of multi-robot exploration
strategies with and without communication loss constraints.
Section 5 lists possible directions for future works.

2. CONTEXT
This section presents the context of this work that is a

French national challenge, our system and the target appli-
cation.

2.1 CaRotte Challenge
This work is a part of the CaRotte (cartography by a

robot of a territory) project1 that consists in exploring and
mapping an unknown area (closed arena made up of a set
of rooms) with autonomous robot or multiple autonomous
robots. The environment is static: several objects encumber
the rooms to explore but do not move during the experiment.
The expected result is to produce a 2D map of the arena and
to detect and localize instances of objects like chairs, books,
fans, furnitures, etc . The mission lasts thirty minutes at
most; during this time robots navigate autonomously to map
the arena of 120m2. Robots must return to their starting
position before the end of the mission. Several competitors
participate to this challenge where the goal is to maximise
the covered space, the precision of the map and the number
of detected objects.

2.2 The Robots_Malins System
We developed the Robots Malins 2 (Robots for Mapping

And Localization, using Intelligent Navigation and Search)
system that takes part in the CaRotte challenge. Our sys-
tem uses micro-trooper robots. These are six wheel robots
characterized by a great flexibility that allows the robots to
be used outdoors, over rough terrain. Each micro-trooper is
equipped with an Hokuyo LIDAR 30m for the localization
and mapping and an Hokuyo LIDAR 4m tilted toward the
ground plus an ultrasonic rangefinder for the detection of
close obstacles. An AVT Marlin firewire camera is used for
the object detection.

Each robot system is composed of four modules:

• the localization module implements a SLAM algorithm
from LIDAR data to compute the estimated position
of the robot and the map of the explored area. In case
of multi-robot system, the localization module of each

1http://www.defi-carotte.fr/
2https://robots malins4carotte.greyc.fr/

robot also receives LIDAR data from other robots; it
computes their relative positions and also a merged
map of the areas explored by all robots. Thus each
robot knows its position, the relative positions of the
others and the map of the zones explored by the team.

• the decision module gives orders to the robot so as
to realize an autonomous and clever exploration. It
takes the data computed by the localization module
(current position of the robot, relative position of the
others and the map) and returns a position order. In
this way the decision module of each robot computes
exploration strategies.

• the mobility module moves the robot to the position
order sent by the decision module.

• the detection module uses the different pictures taken
by the camera to recognize predefined classes of ob-
jects.

In this paper, we focus on the decision module and try to
compute a joint policy of the robots to efficiently explore the
arena.

2.3 Target Application
For the first year of the CaRotte challenge in 2010 (the

challenge lasts 3 years), the problem of exploration of un-
known area has been studied from a single agent point of
view. The Robots Malins system was vice-champion of the
2010 challenge. The obtained results with our single agent
exploration method, based on Markov Decision Processes on
a three layers occupancy grid, are summed up in section 3.
Our objective for this second year is to extend this work to
the multi agent setting. Indeed multi-robot system presents
some advantages as robustness or quicker exploration than
with mono robot system. However, it raises new problems
such as the communication and the coordination, especially
because during the competition, communication loss would
take place. Section 4 presents our approach to solve this
problem.

3. SINGLE ROBOT EXPLORATION
To be able to perform exploration on a partially known

environment, a robot that knows its exact location has to
decide where to go to collect as much information as possi-
ble and as fast as possible. Therefore, each time the robot
acquires new data, it has to find new goals and to compute
a policy to reach them. Thus, the exploration policy must
be computed frequently on-board with limited resources. Its
computation has to be quick to avoid long pauses and wast-
ing time while waiting for the policy to be ready for use. We
base the policy computation on Markov decision processes
and our single robot exploration algorithm on a three layers
occupancy grid.

3.1 Background on Markov Decision Processes
Our model is built upon the Markov decision processes

(MDPs) framework to quickly compute an exploration pol-
icy. MDPs are also well known for their ability to cope with
uncertainty. Indeed in our context, we must consider the
uncertainty of the robot actions as for instance the robot
may slip or stall during a movement, leading to a position



Figure 1: Resulting pixel map of the area of the
2010 CaRotte competition with a single autonomous
robot. Pixels colour ranges from black (obstacle) to
white (free). Gray shades represent the uncertainty.

longer or shorter than expected.

A MDP [9] is a fully observable Markov Decision Process
represented by a tuple < S,A, T,R > where: S is the finite
set of states that represents the environment for an agent;
A is the finite set of possible agent actions; T : S × A ×
S → [0, 1] is the transition function, T (s, a, s′) = Pr(st =
s′|st−1 = s, at−1 = a) is the probability of transitioning
from state s to s′ after doing action a; R : S × A → < is
the reward function mapping S × A to a real number that
represents the agent’s immediate reward for making action
a while being in state s.

The goal of MDP planning is to find a sequence of actions
maximizing the long-term expected reward. Such a plan is
called a policy π that is a mapping from S to A. An opti-
mal policy π∗ specifies for each state s the optimal action to
execute at the current step assuming the agent will also act
optimally at future time steps. The value of an optimal pol-
icy is defined by the optimal value function V ∗ that satisfies
the Bellman optimality equation:

V ∗(s) = max
a∈A

(R(s, a) + γ
∑
s′∈S

T (s, a, s′)V ∗(s′)) (1)

where γ is the discount factor.

3.2 Three Layers Occupancy Grid
Unknown area exploration with an autonomous robot us-

ing MDPs is detailed in [5] where we represent the environ-
ment into three layers. The first layer is the real environ-
ment where the robot moves; the second one is the pixel
layer where the map is stored; and the third layer is the
decision layer based on an hexagon map.

The pixel map is updated by data acquired with sensor
from real world. It stores the estimated occupancy of the
environment. Each pixel encodes the probability of the cor-
responding grid cell being in a particular state. Formally,
each pixel can take one of three values unknown, occupied or
free. Each pixel of the map is initialized as unknown; data
acquisition process updates sensed pixels as occupied or free
according to the detection of an obstacle. Figure 1 is an
example of such a pixel map in grey-level. It represents the
current belief of the robot upon their environment. Black

Figure 2: Resulting hexagon map (decision layer)
that is a projection of the pixel map in Figure 1.
Each hexagon is coloured as white (free and ex-
plored), gray (unknown and unexplored) and black
(occupied).

pixels represent occupied values or obstacles, white pixels
free values and gray pixels are unknown values or uncer-
tainty.

The pixel map is projected onto the hexagon map where
each hexagon is composed of a set of pixels. An hexagon
is considered as unknown, occupied or free according to the
values of its pixels. The hexagons layer clarifies the pixel
map by merging nearby data. Figure 2 is an hexagon map
instance. Our exploration algorithm is based on the hexagon
map that is the decision layer where MDP model is defined,
policy computation occurs and decisions are taken. The
hexagon layer interests are to obtain a smoother robot be-
havior and to define more easily the transition function of
the MDP.

3.3 MDP Based Exploration
Our single robot exploration algorithm consists in four

steps [5]: the data acquisition, the search for new goals,
computing a policy to reach one (or more) of these goals
and executing this policy. The first step of data acquisition
updates the three layers occupancy grid. Each time the
robot acquires new data from its lasers, sensed pixels (and
hexagons by projection) are updated as occupied or free.

The three other steps concern the decision making pro-
cess, based on MDP framework, and take place in the deci-
sion (hexagon) layer. When a new hexagon map is generated
due to the robot exploration, the MDP model is updated by
recomputing transitions and the reward function (searching
for new goals to explore). Interesting locations to explore,
or new goals, are the frontier between unknown and free
hexagons, because looking at unknown hexagons will prob-
ably provide the robot with new information. Then, our
algorithm re-plans based on the new model so as to com-
pute a policy to reach one (or more) of these goals. This
is realized with the value iteration algorithm that applies
dynamic programming to solve MDPs [1]. Finally the robot
executes this policy by choosing the action corresponding
to its current state in this policy and until a new policy is
ready from new data.

The process to update MDP models and re-plan based
on newly obtained data is iterated each time a new map



is received, i.e. every seconds in our experiments. So the
decision making process has to be quick as it is computed
frequently on-board. First the model update is local and re-
quires few modifications [5]. Second, when the robot moves
close to a goal, new unknown areas are uncovered and the
model has to be updated. So a new policy must be com-
puted after a few actions. The computed plan may consider
only a few actions and we chose a low horizon to compute
the new policy with value iteration. Thus policies may be
computed quickly.

Our MDP model for single robot exploration is a tuple
{S,A, T,Rexplo} where:

• the state space S is the set of all possible locations of
the robot center and its orientation in the hexagon map
composed of h hexagons: S = {(sh, θ)|sh ∈ [0..h[, θ ∈
[0..5]}. Each hexagon sh is labelled by its status un-
known, occupied or free. The status of the hexagons are
initialized to unknown and updated as occupied or free
with the acquisition of new data by the lasers during
the robot exploration (i.e. each time a new hexagon
map is generated).

• the action set A contains available robot actions as go
forward or turn right or turn left. They model the
movement of the robot’s center.

• the transition function T describes the action’s out-
come in each state. During its movement, if the robot
hits an occupied or unknown hexagon, then the action
will fail and the robot will stay in place. Otherwise the
robot goes to its intended new position and orienta-
tion. This function is updated as soon as the hexagon
map is modified due to the robot exploration, allowing
the robot to go through new free hexagons.

• the exploration reward function Rexplo is computed so
that high rewards are located around frontiers hexa-
gons, i.e. between free and unknown hexagons. In-
deed, unknown hexagons are interesting but the robot
cannot move directly to them because they may be
dangerous. But moving toward free hexagons that are
in the unknown hexagons neighbourhood will provide
new information about the unknown area. A reward
propagation mechanism in the neighbourhood of the
unknown hexagons is used. Formally, the exploration
reward is negative when the robot encounters obstacles
(occupied hexagons), high rewards are located around
frontiers hexagons (free hexagons that brings informa-
tion on the map i.e. in unknown cells neighbourhood),
and a reward is added to the initial position as the
robot has to return to its starting point sinit. This
reward grows exponentially with time t so that it be-
comes more interesting as the deadline approaches.

Rexplo(s) =


k > 0 if s is free and in unknown

cells neighbourhood
k < 0 if s is occupied
(1 + ε(T ))t if s = sinit
k = 0 else

(2)
New rewards are generated when the robot uncovers
fresh unknown areas, as the status of the hexagons are
modified each time a new hexagon map is generated.

The policy is then computed with value iteration that con-
verges to the optimal value function (cf. eq. 1) by iterating
for all states s the value function V as:

V (s) = Rexplo(s) + γmax
a∈A

∑
s′∈S

T (s, a, s′)V (s′) (3)

More details about this model and the exploration strategy
can be found in [5].

This model is suitable for small robots with cheap sensors,
and very good exploration results have been obtained on
various real robots: Koala robot in [5] and micro-trooper
robot during the 2010 competition. The resulting map of
the explored arena during the 2010 CaRotte competition is
in Figure 1. It takes around 10 minutes for one robot to
explore and produce this map.

4. THE MULTI ROBOT EXPLORATION
Multi-robot system presents some advantages such as ro-

bustness but it raises new problems such as the communica-
tion and the coordination. Our robots are able to commu-
nicate each others their relative positions and to construct
a shared map. These are the only information required to
realize a satisfying coordination of the robots. The coordi-
nation poses the decentralized decision issue: among various
exploration goals, each robot must choose appropriate explo-
ration target points so that the team simultaneously explores
different regions of the environment. Given our communica-
tion restrictions, the robots cannot exchange their intended
goals. We suggest that each robot estimates the intention of
the others by inferring which areas the others could explore.
A method based on a repulsive value function is introduced
in section 4.1, as well as preliminary results. Another ma-
jor challenge is that during the competition, communication
loss would take place. So our multi robot system must cope
with communication failures. In section 4.2, we present first
ideas to deal with this problem using distributed value func-
tions extended to communication loss.

4.1 Repulsive Value Function without Com-
munication Loss

A first approach to multi-robot exploration with perfect
communication is that each robot estimates the intended
exploration targets of the others knowing their current rela-
tive locations. From this perspective, we propose to reduce,
for each robot, the exploration reward of the areas that the
others could explore. In this way, robots compute policies
to reach different exploration goals.

Formally, the computation of the exploration reward for
a robot i is broken down into two phases. The first one
consists for robot i in finding interesting locations to explore
given the current map of the environment. This is done
without taking into account the other robots by using the
reward propagation mechanism in the neighbourhood of the
unknown hexagons, as explained in section 3.3. The reward
propagation is realized on the hexagon map that merges the
data obtained by all the robots, so the robot i cannot find
a new location to explore that has already been explored
by another robot. The first phase results in the exploration
reward function Rexplo(si) defined for all possible locations
si ∈ S of the robot i.



(a) Map of the area to explore. (b) Repulsive reward function for r0. (c) Repulsive reward function for r1.

Figure 3: Figure (a) is the map of the area that two robots r0 and r1 have to explore with their initial locations.
Figures (b) and (c) are repulsive reward functions for each robot. Each hexagon is coloured according to the
reward value at this hexagon: black is neutral, grays are positive rewards (the brighter the greater) and pure
white is bad.

The second phase consists for robot i in taking into ac-
count the other robots. Especially, it must estimate which
areas the others could explore knowing the relative positions
of the others in the shared map. With this in mind, robot
i computes a repulsive value function Vi,rep. This repulsive
value function is first positively estimated as if robot i would
like to bump into the others. A repulsive MDP is defined for
robot i with rewards located at the positions of the others:

• state, action spaces and transition function are the
same than in single robot exploration (cf. section 3.3).
si ∈ S is the state of the robot i and ai ∈ A is its ac-
tion. T (si, ai, s

′) is the probability that robot i moves
from state si to s′ after doing action ai.

• the reward function is

∀si ∈ S ∀j 6= i Ri(si) =

{
ρ if si = sj
0 else

(4)

where sj is the relative position of an other robot j
and ρ > 0 is the repulsion constant.

Thus the information of other robots is considered in the
reward function of the repulsive MDP. Robot i computes its
repulsive value function Vi,rep with value iteration, i.e. it
iterates in the repulsive MDP its repulsive value function
Vi,rep as:

∀si ∈ S Vi,rep(si) = Ri(si)+γ max
ai∈A

∑
s′∈S

T (si, ai, s
′)Vi,rep(s

′)

(5)
This repulsive value function is subtracted from the explo-
ration reward function so as to obtain a repulsive reward
function Ri,rep defined as:

∀si ∈ S Ri,rep(si) = Rexplo(si)− Vi,rep(si) (6)

Thus interesting locations to explore where an other robot j
could move (because j is close to these interesting locations)
are less attractive for i. Formally, robot i iterates for all
states si ∈ S its value function Vi as:

Vi(si) = Ri,rep(si) + γ max
ai∈A

∑
s′∈S

T (si, ai, s
′)Vi(s

′) (7)

Finally, policy computation for one robot of the fleet is done
just like in a single robot exploration except that the re-
ward function is modified to consider the assumed explo-
ration policies of the other robots from their current rela-
tive positions. The value function given in equation 7 is a

specific case of distributed reward function presented in [10].

Obtained repulsive reward functions with two robots r0
and r1 are depicted in Figure 3. The area to explore and
the initial locations of the two robots are in Figure 3a. The
robots are located respectively on the left-hand side and on
the right-hand side of heap of boxes (grey area in the middle
of the room). At their initial positions, the robots sense free
spaces behind the boxes and through open doors on the left
and on the bottom right of the map. Robots must coordinate
so that r0 is assigned to explore the left-hand side of the area
and r1 the right-hand side.

Free spaces are interesting locations to explore, so the
exploration reward function Rexplo puts high rewards on
these free spaces. After the computation of repulsive value
functions, resulting repulsive reward functions of each robot
show that R0,rep has high rewards in the left-hand side of
the area (cf. Figure 3b) so r0 computes a policy to explore
this location; and R1,rep has high rewards in the right-hand
side of the area (cf. Figure 3c) so r1 computes a policy to
explore a location different from r0.

These preliminary results obtained with micro-trooper ro-
bots are promising concerning the multi-robot exploration
coordination. However, a major question is the choice of
the repulsion constant that needs learning steps using simu-
lations. Moreover, this method assumes no communication
loss. If the communication drops out, the robots keep ex-
ploring but the coordination is lost; each robot acts as if it
was alone in the environment.

4.2 Distributed Value Function with Commu-
nication Loss

Our multi-robot system must cope with communication
failures. In case of a communication loss, each robot’s knowl-
edge about the exploration process is local. It knows only its
own location and the map is not shared any more between
robots. However, we can assume that the communication
has been managed at least once. So each robot knows the
location of each other robots before the last communication
loss. So as to maintain the coordination in these conditions,
we suggest that each robot estimates the intended explo-
ration targets of the others knowing their last relative posi-
tions a few time ago. Our idea is based on distributed value
function techniques extended to the case where the agents



do not know at each time step the location of the others.

4.2.1 Background on Distributed Value Functions
In the case of distributed systems, such as multi-robot en-

vironments with weak coupling between the different agents
of the team, distributed value functions have been intro-
duced by Schneider et. al [10].

In order to coordinate the actions of the different agents,
a value function for each agent is defined by passing certain
information between neighbouring agents. Neighbours can
exchange information about their value functions. Let the
distributed value function Vi(s) for agent i at state s ∈ S be
defined by:

Vi(s) = max
ai∈A

(Ri(s, ai) + γ
∑
j

fij
∑
s′∈S

T (s, ai, s
′)Vj(s

′))

(8)

where fij is a weighting factor that determines how strongly
agent i will weight the value function of agent j in its aver-
age. The recursive nature of the distributed value function
allows non neighbours to interact.

4.2.2 Exact Distributed Value Function
We first rewrite distributed value function in the frame-

work of multi-robot exploration without communication loss.
From the viewpoint of one agent i, the exploration reward
functionRexplo is computed via the reward propagation mech-
anism (cf. section 3.3). Under the assumption that agent i
knows at each step t the state sj ∈ S of each other agent j
(no communication loss), the value function of agent i can
be defined as:

Vi(si) = Rexplo(si) + γ max
ai∈A

∑
s′∈S

[T (si, ai, s
′)Vi(s

′)

−
∑
j 6=i

fijPr(s
′|sj)Vj(s′)] (9)

where Pr(s
′|sj) is the probability that agent j explores state

s′ from its current state sj and fij is a weighting factor that
determines how strongly the value function of agent j re-
duces the one of agent i. Especially, fij is set to 0 for all
agents j that are not neighbours of i. Given our communi-
cation restrictions, the robots cannot exchange information
about their value functions. However each robot i can com-
pute Vj(s) by empathy since the robot we considered are
homogeneous.

During the mission, we could face up to communication
loss so we must consider the case where the positions of other
agents are not known at each time step. In this way we
make the assumption that sj ∈ S is the last known position
of another agent j at time tj . In other words, tj is the more
recent time step where the communication between agents i
and j succeeded. At the current time t, agent i knows that
agent j was at state sj ∆tj = t − tj time ago. Under this
assumption, the equation 9 can be rewritten as following:

Vi(si) = Rexplo(si) + γ max
ai∈A

∑
s′∈S

[T (si, ai, s
′)Vi(s

′)

−
∑
v∈ζ(i)

∑
j∈v

fijPr(s
′|sj ,∆tj)Vj(s′)] (10)

where Pr(s
′|sj ,∆tj) is the probability that agent j explores

state s′ knowing that j was at state sj ∆tj time ago. ζ(i)

is the set of all the possible neighbourhoods of agent i. In-
deed, in case of a communication failure, agent i does not
know which agents are currently next to him, so it does
not know its current neighbours. In this way, the set of all
the possible neighbourhoods must be considered. For in-
stance, given a multi-robot system composed of fours robots
{r0, r1, r2, r3}, the set of all the possible neighbourhood of
agent r0 is ζ(r0) = {∅, {r1}, {r2}, {r3}, {r1, r2}, {r2, r3},
{r1, r3}, {r1, r2, r3}}.

The computation of this value function raises two chal-
lenges. First considering the set of all the possible neigh-
bourhood of an agent increases the complexity of computing
the value function. The second issue is the estimation of the
probability that an agent j explores a location knowing its
state a few time ago. Both problems are discussed in the
next section.

4.2.3 Pessimistic Distributed Value Function
To avoid considering the set of all the possible neighbour-

hood of an agent i, we propose to evaluate ζ(i) in the worst-
case, i.e. all the agents j (except i) can be current neigh-
bours of i. In this way, we obtain a pessimistic distributed
value function from the equation 10:

Vi(si) = Rexplo(si) + γ max
ai∈A

∑
s′∈S

[T (si, ai, s
′)Vi(s

′)

−
∑
j 6=i

fijPr(s
′|sj ,∆tj)Vj(s′)] (11)

In case the communication never fails, the last known posi-
tion of an other agent j is at current time tj = t so ∆tj = 0.
We set:

Pr(s
′|sj ,∆tj = 0) = Pr(s

′|sj) (12)

so the pessimistic distributed value function under commu-
nication loss constraints (equation 11) is equivalent to the
exact distributed value function without communication loss
(equation 9). Thus the pessimistic distributed value function
is a good approximation of the distributed value function in
the framework of multi-robot exploration with or without
communication loss.

Another issue concerns the computation of the probability
that agent j explores state s′ knowing that it was at state
sj ∆tj time ago. This could be evaluated by:

Pr(s
′|sj ,∆tj) = η

∑
τ∈Traj(sj ,s′)

Pr(τ,∆tj) (13)

where η is a normalizing constant, Traj(sj , s
′) is the set of

trajectories from sj to s′ and Pr(τ,∆tj) the probability that
agent j follows the trajectory τ in ∆tj time steps.

The computation complexity of this probability depends
on the model used. Indeed, computing the set of trajectories
from one state to another in our MDP based on the hexagon
map (in section 3.3) could quickly become very complex.
However, we believe that the complexity could be reduced by
using a structured model as for instance Voronoi diagrams.

Voronoi diagrams have been widely used for autonomous
robot path planning [4] and more recently for robot explo-
ration [7]. Given a set of obstacles in the environment,
Voronoi diagram decomposes the environment into regions



Figure 4: Resulting Voronoi diagram with a single
robot exploration. Black curves are Voronoi edges
and white points are Voronoi nodes. Black pixels
represent obstacles and dark-grey pixels the uncer-
tainty.

around each obstacle, such that all the points in the re-
gion around a given obstacle are closer to this obstacle than
any other point in the environment. Thus the edges of the
Voronoi diagram define the possible paths that maximize
the distance between the nearest obstacles. In path plan-
ning, it will be “safest” to stick to the edges of the Voronoi
diagram. Figure 4 shows a Voronoi diagram example result-
ing from a single robot exploration. Voronoi edges are black
curves and Voronoi nodes are white points. Light gray areas
around the edges are channels where the robot can move
without colliding any obstacles. In such a diagram, com-
puting the set of trajectories between two nodes consists in
finding the set of consecutive paths connecting two nodes.
Moreover, each path is labeled with its length so, by assum-
ing an average speed for the robot, the probability that a
robot realizes a trajectory in given time steps could be esti-
mated. From the perspective of these first ideas, we believe
pessimistic distributed value functions provide an interesting
way to manage coordinated multi-robot exploration under
communication loss constraints and the implementation on
real robots is currently under development.

5. CONCLUSION AND PERSPECTIVES
In this paper, we address the problem of exploring an

unknown area by a team of autonomous robots where com-
munication could be unavailable. We are facing the issues
of decentralized decision making and potential communica-
tion loss in the course of the exploration. We have presented
an approach based on Markov decision processes framework
and repulsive value function in case of perfect communica-
tion. We have also discussed first ideas to deal with commu-
nication failures and defined a pessimistic distributed value
function that generalizes the distributed value function in
the framework of multi-robot exploration with or without
communication loss.

The ideas explored in this paper provide an early contribu-
tion to coordinated multi-robot exploration under commu-
nication constraints and we believe pessimistic distributed
value functions provide an interesting way of research in such
a framework.

Remaining questions are the complexity of computing this
value function, but we suggest that using a structured model
may be interesting. From this perspective, we currently ex-
tend our MDP based exploration model to add a Voronoi
layer where the MDP definition and decision process will
take place. An experimental validation to test the pro-

posed method with respect to communication failures is also
planned.
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