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ABSTRACT 
We define an environment-agnostic agent as an agent that is 
designed with no preconception of the environment in which it 
exists. We define an incrementally adaptive agent as an agent that 
recursively organizes its behavior in compliance with regularities 
found in the environment. We define a self-driven agent as an 
agent that follows intrinsic drives and tries to optimize an intrinsic 
value system. We argue that agents that are environmentally 
agnostic, incrementally adaptive, and self-driven correspond to 
what theories of cognitive development refer to as early-stage 
developmental agents. We introduce an approach to design such 
agents, and we advocate using qualitative activity analysis to both 
judge and demonstrate their capacities, rather than performance 
measurement. Different implementations are presented, and the 
agents’ behaviors are discussed. Recommendations for design 
platforms are proposed based on this experience. Results suggest 
that implementing an innate sense of space might constitute an 
initial necessary infringement to the environmental agnosticism 
principle: having a capacity to construct a basic spatial 
representation appears to be a strong necessity when the agent 
faces an environment that has a spatial structure. We propose an 
approach to implement such a capacity.  

Categories and Subject Descriptors 
I.2.6 [Artificial Intelligence]: Learning. I.2.11 [Artificial 
Intelligence]: Distributed Artificial Intelligence – Intelligent 
agents.  

General Terms 
Algorithms, Measurement, Design, Experimentation. 

Keywords 
Intrinsic motivation; Autonomous learning; Cognitive 
development; Enactive cognition; Affordances; Constructivism. 

1. INTRODUCTION 
We address the implementation of agents that can autonomously 
learn the structure of their environment with minimal initial 
assumptions. We characterize such agents as environmentally 
agnostic. Specifically, environmentally agnostic agents are not 

tied to a particular ontology of the environment that would be 
explicitly or implicitly encoded by the designer in the form of 
predefined semantics or behavioral rules. Instead, such agents are 
left alone to discover regularities of interaction through 
experience, and construct knowledge of their environment to 
capture such regularities.  

Additionally, we define agents as incrementally adaptive if they 
are able to gradually capture hierarchies of regularities in their 
interaction with the environment. Here, the term capture 
encompasses simultaneously discovering, memorizing, and 
reusing hierarchical regularities. Authors in artificial intelligence 
(e.g., Hawkins [14]) argue that organizing regularities in 
hierarchies provided intelligent systems with a decisive means of 
coping with environmental complexity.  

Implementing environment-agnostic agents raises the issue of 
specifying their behavior. Indeed, encoding a task or defining goal 
achievement criteria requires predefined references to the 
environment, which these agents do not provide. Instead, 
environment-agnostic agents need intrinsic drives to push them to 
explore the environment and construct knowledge. We 
acknowledge that the distinction between a predefined task and an 
intrinsic drive is a controversial topic that is still open to debate. 
This work seeks to contribute to this debate.  

More broadly, this work addresses the question of early-stage 
cognitive development. We take the notion of early-stage both in 
the context of the ontogenetic development of a single individual, 
and of the phylogenetic evolution of species. Theorists such as 
Piaget [24] argued that ontogenetic cognitive development went 
through an initial, pre-symbolic, sensorimotor developmental 
stage. Similarly, researchers in cognitive modeling, such as Sun 
[29], suggested a phylogenetically plausible study of cognition 
starting with sensorimotor learning as exhibited by animals. Our 
approach is in consonance with such cognitive development 
theories in that they all relate to a constructivist epistemology, 
according to which “The subject does not know the things as such 
(ontological hypothesis) but rather knows the act by which he 
perceives the interactions between things” ([16, p71]).1 Because 
of this basic epistemological agreement, we, further on, refer to 
environmentally agnostic incrementally adaptive self-driven 
agents as early developmental agents. 

                                                                    
1 Translated from the French by the authors: « Le sujet ne connaît pas de « 

choses en soi » (hypothèse ontologique) mais il connaît l’acte par lequel 
il perçoit l’interaction entre les choses ». 

Appears in: Proceedings of the 11th International Conference on 
Autonomous Agents and Multiagent Systems (AAMAS 2012), Conitzer, 
Winikoff, Padgham, and van der Hoek (eds.), June, 4–8, 2012, Valencia, 
Spain.  
Copyright © 2012, International Foundation for Autonomous Agents and 
Multiagent Systems (www.ifaamas.org). All rights reserved. 



In this paper, we propose guidelines for the design and assessment 
of early developmental agents. The motivation comes from that, 
according to cognitive development theories, the study of such 
agents should open the way to higher-level autonomous 
intelligence, in particular, by grounding the meaning of 
knowledge in the agent’s activity [13].  

2. EARLY DEVELOPMENTAL AGENTS 
This section reports our suggestions and guidance regarding early 
developmental agents, based on our experience implementing 
them.  

2.1 Environment agnosticism 
Fundamentally, we believe designing environment-agnostic 
agents entails considering individual sensorimotor patterns as the 
atomic elements of cognition, without making an initial 
distinction between perception and action. Indeed, many 
philosophers of mind and cognitive scientists have argued that 
perception, cognition, and motion are intimately connected 
together (e.g., [5, 15, 20, 23]). Sun [29] connected these views to 
Heidegger’s philosophy of phenomenology, by relating 
interaction with phenomenological experience. More recently, 
constructivist epistemology has considered perception as a 
secondary construct arising from interaction. Piaget, one of the 
founders of constructivist epistemology [24], proposed the term 
scheme to refer to sensorimotor patterns. Here, we simply refer to 
sensorimotor patterns as elementary interactions.  

Figure 1 illustrates the elementary interactions along the 
interaction timeline. Elementary interactions are represented by 
letters (A, B, C, A, D, A …); these interactions have no associated 
semantics implemented in the agent. Because of the absence of 
implemented semantics, these interactions can correspond to 
anything in the environment, which is why we characterize the 
agent as environmentally agnostic.  

2.2 Intrinsic drives 
In addition to focusing on elementary interactions, we propose 
implementing inborn proclivity values associated with such 
interactions (in parenthesis in Figure 1). Accordingly, we propose 
implementing the agent with a mechanism that tends to seek 
interactions with positive proclivity values, and to avoid 
interactions with negative proclivity values. Such a mechanism 
results in the implementation of initial intrinsic drives because, 
subjectively, the agent seems to simply enjoy interactions that 
have positive proclivity values, and to dislike interactions that 
have negative proclivity values. 

Proclivity values are related to the notions of intrinsic reward 
(e.g., [27]) and value systems (e.g., [23, 28]) in reinforcement 
learning. We, however, propose the term proclivity because this 
term conveys the idea that the interaction is enacted for its own 
sake, while the term reward suggests that the interaction is 
enacted for the sake of its outcome. An environmentally agnostic 
agent has no pre-implemented reward signal that relates to some 
set of objective environmental conditions. In fact, the notion of 
proclivity implies an inversion of reasoning [6] as compared to 
the notion of reward. Within the reward conceptual framework, 
the agent seeks an object in the environment because the agent 
finds this object rewarding. Whereas, within the proclivity 
conceptual framework, the observer, observing the agent’s 
proclivity towards an object in a given environment, infers that 
the agent finds this object rewarding. In the former case, objects 
of interest are presupposed; in the latter case, objects of interest 
follow from the agent’s intrinsic drives, opening the way for the 
agent to construct its own ontology of the environment. 

We consider the proclivity value mechanism only as an initial 
value system. More elaborated drives can be implemented, for 
example drives depending on the agent’s internal state. Notably, 
this initial value system can be implemented in parallel with 

 
Figure 1. An environment-agnostic incrementally adaptive self-driven agent.  
The agent’s activity is represented along the interaction timeline. Letters (A, B, C, etc.) represent primitive interactions. Primitive 
interactions are associated with proclivity values pre-defined by the designer (e.g., (0), (-1), (5), etc.). Through its activity, the 
agent learns hierarchical sequences of interactions (composite interactions) that capture hierarchical regularities of interaction 
with a given environment (e.g., (A(DA))(BC)). The agent represents its current situation in the form of these hierarchical 
composite interactions. Over time, learned composite interactions allow the agent to predict the consequences of its choices 
depending on the current situation, and, therefore to select interactions that have the best chance to maximize the agent’s 
proclivity in a given environment (e.g., BC). The agent can learn to enact unsatisfying interactions (e.g., B(-1)) to reach situations 
where it can enact even more satisfying interactions (e.g., C(5)).  
 



additional existing theories of intrinsic motivation, for example 
theories of curiosity and the desire for gradual novelty (e.g. [1, 18, 
21]), or theories using the notion of aesthetic (e.g., [26]).   

2.3 Knowledge representation 
An agent’s stream of interaction with a given environment 
depends both on its decisions and on the unfolding of the 
environment. The agent needs, therefore, to learn to predict the 
interactions that may result from its decisions in a given 
environment.  

We recommend representing the agent’s knowledge as sequences 
of interactions. This view conforms with Gibson’s [11] notion of 
affordance. Gibson suggests that the world is not known 
“objectively” but is rather known in terms of possibilities of 
interaction, called affordances. Encoding the agent’s knowledge 
as sequences of interactions is also consistent with our first 
suggestion in that individual interactions are the atomic elements 
of the agent’s knowledge. We also recommend this representation 
to be organized hierarchically, with higher-level sequences 
consisting of combinations of lower-level sequences. Such a 
hierarchy offers a way for the agent to capture hierarchical 
regularities of interactions and incrementally adapt to the 
environment’s regularities. 

Figure 1 illustrates this principle by representing learned 
hierarchical sequences of interaction in the agent’s memory 
((A(DA))(BC)). The activity at hand reactivates previously 
learned sequences that match the current situation (A(DA)) which 
in turn, triggers the subsequent interactions that are the most 
likely to satisfy the agent’s intrinsic proclivity (as far as the agent 
can tell at this point in its development). This matching is possible 
because of the consistency between the representation of the 
situation and the representation of agent’s procedural experience 
(a form of homoiconicity).   

Again, we consider this mode of knowledge representation only as 
a starting point from which more elaborated representational 
structures can be derived. In particular, this mode of 
representation can be coupled with additional structures proposed 
by other researchers in Piagetian mechanisms, such as synthetic 
elements (e.g., [22]) or bare schemas (e.g., [12]). When 
implementing such structures, however, the authors should state 
what assumptions these structures make about the environment. 
Notably, the purely sequential representations that we suggest 
here have the advantage of remaining compliant with the principle 
of environmental agnosticism because the agent has no a priori 
knowledge of how to represent the environment “as such”. The 
agent only learns and knows interactions.  

3. EXPERIMENTAL PARADIGM 
As opposed to most traditional artificial learning systems, 
developmental agents are not designed to improve their 
performance over time with regard to a predefined problem set, a 
predefined task, or a predefined goal. Performance, as 
traditionally defined, is, therefore, not a property that 
appropriately accounts for the expected qualities of developmental 
agents. 

Instead, developmental agents constitute a new object of study 
whose properties need to be specified to better comprehend. To 
assess such new properties, new evaluation methods and 
experimental paradigms are also required. 

Oudeyer, Kaplan, and Hafner [21] noted similar needs for new 
criteria to characterize the developmental process in the case of 
robots. These authors distinguished between three categories of 
criteria: (a) evolution of internal variables that account for the 
robot’s learning (e.g., accuracy of anticipation or level of detail of 
learned categories); (b) evolution of external variables that 
characterize the robot’s behavior (e.g., efficiency in the 
interaction with the environment); (c) evidence of reaching certain 
well-known developmental stages with regard to psychological or 
ethological theories. 

3.1 Internal evaluation criteria 
Category (a), the evolution of internal variables, has the advantage 
of objectivity because these criteria are based on variables 
implemented in the system. The drawback, however, is that each 
system has its specific variables, which complicates the 
comparison across systems. With these criteria, the authors need 
to clearly explain the signification of the variables.  

A typical internal criterion is the general growth of the variable 
that represents the system’s satisfaction, as measured by its value 
system. We can formulate this criterion as: 

a.1 Principle of objective hedonism. 

For example, with the value system introduced in Section 2.2, the 
agent’s objective hedonism is demonstrated by the agent’s 
increasing ability to perform interactions with high values, and 
avoid interactions with negative values.   

The agent, however, should not simply react towards the highest 
immediate value. The general application of the principle of 
objective hedonism implies a corollary principle: 

a.2 Principle of hedonic temperance. 

The agent should learn to enact negative interactions when such 
interactions can lead to even more positive interactions. 
Conversely, the agent should learn to refrain from enacting 
positive interactions when such interactions would lead to more 
negative interactions. 

3.2 Behavioral criteria 
Category (b), behavioral criteria, has the advantage of supporting 
comparisons across systems, because these criteria are based on 
the external observation of the system’s behavior. The expected 
behavior can, however, vary across studies, raising the need for 
defining general principles. Assessing the agent’s development 
with regard to general principles is the point of the third category 
listed by Oudeyer and coauthors (c). Yet, principles proposed by 
theories in psychology and ethology appear too vague, and out of 
reach for current artificial systems [12]. In the current state of the 
art, we need precise behavioral principles that account for the very 
beginning of the developmental process.  

Surveys in developmental robotics (e.g. [1, 17, 30]) suggest three 
widely acknowledged principles: 

b.1 Principle of situational categorization. 

The agent should exhibit the capacity to categorize aspects of its 
situation and to adjust its behavior to such categories. 

b.2 Principle of situational disambiguation. 

The agent should distinguish between different situations that 
generate the same sensory stimuli (perceptual aliasing, [3]).  



b.3 Principle of gracious readaptation. 

The agent should readapt graciously to novel situations rather than 
experiencing catastrophic forgetting [8]. 

Moreover, the interaction-centered approach inspires two 
additional principles: 

b.4 Principle of active perception. 

The agent should learn to enact interactions not only because of 
their direct proclivity but also to inform its representation of the 
current situation so to take better decisions.  

b.5 Principle of individuation. 

Different executions of the same system should possibly lead to 
individualized instances exhibiting different habits. This 
demonstrates that the sum of the agent’s learning possibilities are 
not pre-encoded in the system and that the developmental process 
may result from an “en habitus deposition” (De Loor [4] citing 
Husserl). 

In summary, the criteria of cognitive development generally 
involve temporal analysis—either quantitative (category a) or 
qualitative (category b). This indicates a need for implementation 
platforms that generate activity traces and support activity trace 
analysis. The next section provides example analyses of 
developmental agents.  

4. EXAMPLE IMPLEMENTATIONS 
When implementing the agent in the environment, the designer 
chooses the meaning that he or she assigns to the primitive 
interactions. For example, he or she may design a two-
dimensional grid where interactions may consist of moving, 
turning, bumping into obstacles, touching objects, etc. An 
agnostic agent, however, possesses no specific parameters 
specifying that it even operates in a two-dimensional space. The 
designer implements the execution of the interactions in an 
interface layer, as depicted in Figure 2. The designer also chooses 
the interactions’ proclivity values to generate interesting 
behaviors. Georgeon and Ritter [10] proposed the intrinsically-
motivated schema mechanism as an algorithm that follows these 
principles. This section reports and analyses their results. 

4.1 Simple sequential environment 
In the simple sequential environment shown in Figure 3, 

Georgeon and Ritter [10] demonstrated that the agent met most of 
the principles listed in section 3. The agent met the principle of 
objective hedonism (a.1) by learning to enact interactions of 
higher value, in particular by learning to avoid bumping into 
walls. Yet, the agent demonstrated temperance (a.2) because it 
learned to enact turn and touch interactions to ensure safer moves. 
The agent also demonstrated its capacity to identify and 
discriminate between situations (b.1, b.2) by representing the 
situation in the form of sequences rather than with the current 
stimulus received from the environment (a single bit at each single 
point in time). The agent demonstrated active perception (b.4) by 
adopting the habit of touching ahead before moving forward, and 
not moving forward if it touched a wall. This result is original 
because nothing initially differentiated perceptive interactions 
from motion interaction from the agent’s viewpoint, except their 
cost (value). In essence, the agent learned to use cheap 
interactions to gain a better representation of the situation to 
ensure safer expensive interactions, which grounded the meaning 
of the constructed perception in the agent’s activity. 

The authors also reported that, when the environment was 
remodeled during the agent’s execution, the agent adjusted to the 
new environment by ceasing to use obsolete higher-level 
sequences while continuing to use lower-level sequences that 
remained beneficial (e.g., touching before possibly moving 

 
Figure 2. The interface agnostic agent/environment. 
The interface between the agent and the environment 
generates the actions in the environment (e.g., eat) from the 
intended interactions (e.g., B), and either confirms the 
intended interaction (B) or generates a contradictory 
interaction (e.g., E). The meaning of the interaction in the 
environment is not implemented in the agent’s decisional 
algorithm. 
 

 
Figure 3. Example early developmental agent in a sequential environment. 
Left: The agent (triangle) in the environment. Filled cells are walls into which the agent would bump. Center: List of the 12 
primitive interactions with their proclivity values. Right: Activity trace of an example run. Steps 116 through 120: the agent has 
learned how to recognize and deal with of a corner: touch the wall on the left – touch the wall in front – touch the empty square on 
the right – turn right – move forward. 
 



forward). This demonstrates a form of gracious readaptation (b.3). 

The authors, however, reported difficulties when the environment 
was not shaped as a linear route but was rather an open space, 
because the agent’s sequential mechanism had trouble capturing 
spatial regularities. To address this difficulty, the authors 
implemented a rudimentary visual system as reported next. 

4.2 Simple open space environment 
In the simple open space environment shown in Figure 4, 
Georgeon, Cordier, and Cohen [9] implemented a rudimentary 
distal sensory system in an environmentally agnostic agent. This 
implementation was inspired by the visual system of an archaic 
arthropod, the limulus (horseshoe crab). In particular, two notable 
properties of the limulus were reproduced: (a) active perception 
(the limulus’s eye is sensible to movement, and the limulus moves 
to “see” immobile things); (b) behavioral proclivity toward targets 
(male limulus move toward females, based on vision). 

To replicate these behaviors, the authors simply implemented an 
interface that sent dynamic visual features to the agent. In this 
case, the primitive interactions were generated from the agent’s 
action in the environment (move or turn), associated with the 
dynamic features resulting from the changes in the agent’s visual 
field. The behavioral proclivity toward targets was implemented 
by giving positive values to interactions in which the target 
appeared or enlarged in the visual field, and negative values when 
the target disappeared from the visual field (Figure 4, center).  

This experiment demonstrated hedonist temperance and active 
vision. In particular, the agent had no way to accurately predict 
when the target would disappear from its visual field as it moved 
forward.  In some instances, the agent learned to move until it 
passed the target, then made a U-turn and turn to realign itself 
with the target (in bold in Figure 4, right). In other instances, the 
agent learned to move toward the target in stair steps until it 
aligned itself with the target. This demonstrated the principle of 
individuation (b.5). 

In this experiment, the agent exhibited a basic adaptation to a 
spatial environment by simply capturing sequential regularities, 
but without capturing spatial regularities. For example, the agent 

did not learn that turning 90° to the right twice is the same as 
turning 90° to the left twice. Further, the agent did not learn the 
persistence of objects in space. For example, the agent stops 
pursuing a target in configurations where the target becomes 
hidden behind a wall. Additionally, this agent is unable to adapt 
its behavior to different objects in the environment, for example, 
seeking food when the agent is hungry and seeking water when 
the agent is thirsty. 

5. THE SPATIAL ASSUMPTION 
To create more advanced developmental agents, we must address 
the issue of how agents comprehend space. Indeed, agents usually 
exist in a spatial environment—the three-dimensional space in the 
case of natural organisms, or, often, a two-dimensional space in 
the case of artificial agents. The experiments reported above 
suggest that additional mechanisms to deal with space are needed. 
The question of the nature of such mechanisms remains an open 
question in the domain of artificial agents and robots (e.g., [25]). 
In this section, we investigate an initial explorative approach to 
address this question. 

5.1 Hypotheses for a space-aware agent 
Most natural organisms have inborn brain structures that help 
these organisms deal with space, for example, the mushroom body 
in the case of insects, and the tectum in the case of vertebrates 
(also called colliculus in mammals) [2]. Inspired by this 
observation, we propose to implement the two following initial 
mechanisms: 

(i) The persistence system: a mechanism to memorize associations 
of interactions.   

The persistence system is a long-term memory system that 
memorizes associations of interactions based on their co-
occurrence. The general principle is to capture bundles of 
affordances. We borrowed the term bundle from David Hume’s 
bundle theory of objects according to which objects consist only 
of a collection of properties. We, thus, expect a bundle to 
represent an object in the environment. The persistent system is 
inspired by the ventral pathway in the mammal’s brain that 

 
Figure 4. Example early developmental agent in an open space environment. 
Left: The agent in the environment. The agent’s visual system is made of two pixels that can only detect blue cells (targets). Each 
pixel covers a 90° span. Center: primitive interactions: move, or turn 90°, plus dynamic features possibly returned by each eye: 
appear, closer, reached, disappear. Right: Activity trace. An interaction consists of associating the agent’s action with the signal 
sent by the eyes, separated by the symbol “|”. Step 62: the agent finds and “eats” the first target. Step 75: a second target is 
inserted in the environment. Steps 77 to 88 (bold) demonstrate the learned behavior. Steps 77-81: the agent goes on a straight 
line with the target enlarging in its right eye’s field. Step 82: the target disappears from the agent’s right eye’s field as the agent 
passes it. Steps 83-86: the agent makes a U-turn, returns back one step, and turns left towards the target. Step 87: the agent is 
aligned with the target and moves forward. Step 88: the agent reaches the target. Once learned, this “strategy” is repeated to 
reach other targets that the experimenter subsequently introduces in the environment.  
 



participates in the recognition of individual objects or situational 
elements [19]. 

(ii) The local space map: a geometrical structure that represents 
the surrounding environment. 

The local space map is inspired from the colliculus found in the 
brains of mammals. It has been shown that neuron activations in 
the colliculus correspond to regions of interest for the animal with 
respect to an egocentric referential. Activation in various regions 
in the colliculus correspond either a movement or a shift of 
attention toward an associated region of space surrounding the 
animal [7]. From this insight, we propose the local space map as a 
mechanism to maintain a geometrical representation of the 
surrounding space. The agent can then learn associations between 
interactions and the regions of interest in space independently of 
the object of interest. 

Figure 5 illustrates this architecture. Now, we assume that the 
primitive interactions encompass some geometrical structures. 
Geometrical structures refer to structures in which geometrical 
transformations can occur (such as translations, rotations, 
homotheties, or more complex non-affine transformations). In the 
timeline shown in Figure 5, the 3x3 matrix represents the agent’s 
tactile structure, and the pie represents the visual structure. In 
these simplistic settings, translations and rotations occur in the 
tactile structure when the agent moves. More complex 
transformations occur in the visual structure. The agent assumes 
that a mapping can be found between each of these structures and 
the local space map (a disk in Figure 5). This assumption is 
supported by the fact that, in vertebrates, different sensory 
channels are mapped into layers in the tectum so as to perform a 
spatially organized multimodal integration of sensory 
stimulations. From this, we want the agent to learn to anticipate 

the spatial consequences of its interactions by learning the 
association between interactions and geometrical transformations 
in the local space map.  

Additionally, the persistence system associates different 
interactions together into bundles that are learned and possibly 
recognized over time. For example, in the experiment reported 
next, the agent progressively associates the interaction of seeing a 
fish with the interaction of touching a fish, and eventually eating a 
fish. Because the interaction of eating a fish has a high value, then 

 
Figure 5. Architecture of a space-aware early developmental agent. 
The primitive interactions encompass structures where geometrical transformations occur (here: a 3x3 tactile matrix and a 8 
pixel visual field). From observed regularities in these transformations, the agent learns to follow the consequences of 
interactions in the local space map. The persistent system constructs bundles made of associations of interactions that are 
assumed to be persistent in the environment (bundles are intended to represent physical objects as they are experienced by the 
agent). The bundle with the highest value attracts the agent’s interest. The agent’s intention results from the conjunction of 
learned sequences, the bundle of interest, and the location of interest in the local space map. 

 
Figure 6: Example space-aware developmental agent. 
The agent (a shark) has a 3x3 tactile structure and a 12 pixel 
visual structure. The environment offers walls (squares of 
different colors), alga that can be traversed but not eaten, 
and fish that can be eaten. 



subsequent interactions of seeing fish will cause an activation of 
the local space map in the estimated direction of the fish, which in 
turn will trigger sequences of interactions making the agent chase 
the fish. 

5.2 Example of a space-aware agent 
To support our hypotheses for a space-aware agent, we designed 
the experiment depicted in Figure 6. In this experiment, the local 
space map extends one grid unit around the agent and is directly 
mapped to the agent’s tactile structure (but the agent is not tied to 
the grid). The agent creates bundles by associating visual, tactile, 
and consummatory interactions (eat). For the moment, the 
transformations in the local map (translations and rotations when 
the agent moves) are not learned but rather hard coded. A video of 
this experiment is available online.2 

The proclivity values of primitive interactions are similar to those 
presented in Section 4.2: the agent has a proclivity to move 
towards visual saliencies. This proclivity is, however, reduced 
when the saliency is associated with a bundle that has recently 
been touched. This causes the agent to explore its environment 
from salient landmarks to salient landmarks until it finds a fish. 
After the eating fish interaction is associated with the fish bundle, 
                                                                    
2 http://www.screencast.com/t/C1GUu1nWHhgG (temporary url 

for blind review) 

the agent has a higher proclivity to move toward fish than towards 
any other visual saliency, because the total value associated with 
the fish bundle is high.  

We implemented a tool to visualize the agent’s activity traces as 
reported in Figure 7. The analysis of the trace demonstrates that 
the agent again exhibited behaviors that meet our criteria for an 
early developmental agent. This agent does not construct a map of 
its environment but rather retains only an awareness of the objects 
in its immediate surrounding space. This awareness helps the 
agent turn around walls and orient toward prey. By simply 
moving from one object of interest to another, the agent found all 
the fish in its environment.  

In this initial implementation of a space-aware agent, we pre-
encoded what associations of interactions where relevant for 
forming appropriate bundles. This is an infringement of the 
principle of environmental agnosticism that we need to address in 
future studies.  

6. CONCLUSION 
We proposed an approach to design early-stage developmental 
agents that minimizes the assumptions made by the designer about 
the agent’s environment. In this approach, the agent has internal 
drives implemented as inborn proclivities for certain interactions. 
These drives make the agent recursively organize its interactions 
with an initially unknown environment.  
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Figure 7. Example activity trace of a space-aware early developmental agent. 
Tape 1 (bottom): the visual field. The agent’s twelve visual pixels are represented vertically as rectangles when the agent moves 
forward, and trapezoids when the agent turns. This tape shows objects traversing the visual field when the agent is moving. At the 
beginning (steps 0-50 approximately), objects traverse randomly, then, the agent learns to orient towards objects more efficiently.  
Tape 2: the local space map. The cell in front of the agent is represented in the center of the tape (in red when the agent is 
bumping into a wall). The three cells on the agent’s left side are represented in the upper part of the tape. The three cells on the 
agent’s right side are represented in the lower part of the tape. The cell where the agent is standing and the cell behind the agent 
are not represented. The local space map integrates stimuli from different sensory modalities: tactile (light gray, intermediary 
gray, and black), visual (colored), and kinematic (red). This tape shows that the agent experiences bumping at the beginning 
(frequent red rectangles up to step 51), then learns to significantly reduce bumping. 
Tape 3: the agent’s primitive interactions in its sequential system (a graphical representation of a trace similar to that of Figure 4, 
right). The central line takes the color of the sensory salience that attracts the agent’s interest. Triangles that point outwards from 
the central line indicate that the salience is moving outwards—to the left when the triangle is above the line, and to the right when 
the triangle is below. Triangles that point inwards to the line indicate that the salience is moving inwards—from the left when the 
triangle is above the line, and from the right when the triangle is below. Little squares on the central line indicate that the salience 
is enlarging in the central area of the visual field. Large squares on the central line represent eating a fish (from gustatory 
salience). In this run, the agent ate the 6 fish in steps 58, 59, 67, 79, 116, 117. 
Tape 4: the agent’s internal value system, with positive values in green and negative values in red. At the beginning, the value is 
often negative, then, the agent learns to enact more positive interactions. 
Tape 5: the bundle construction. Step 3: the dark green cube represents the bundle made of the association of seeing and touching 
a wall. Step 59, gray oval: touching and eating a fish. Step 78, blue cube: seeing and touching a fish. Step 79, blue oval: seeing, 
touching, and eating a fish. Step 135, yellow cube: seeing and touching the yellow alga. Step 145, light-green cube: seeing and 
touching the light-green brick of the wall. 
 



We argue that the algorithm should be evaluated by analyzing the 
agent’s activity. We proposed a list of seven principles that should 
be observed in the agent’s activity. This argument suggests the 
need for platforms that generate activity traces and support 
activity trace analysis, which we started to implement. 

Our results suggest that two initial presuppositions about the 
environment are required: time and space. The agent must be 
endowed with mechanisms to capture sequential and spatial 
regularities of interaction. We presented guidelines to implement 
such mechanisms, and demonstrated that the agent’s activity met 
our developmental criteria.  

These mechanisms are, however, still exploratory. Many issues 
remain. We focus now on enlarging and improving the local space 
map, improving the mechanism to construct persistent 
associations of interactions (bundles), and allowing the agent to 
coordinate different interactions simultaneously.  
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