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ABSTRACT
We introduce the Spicy system, a novel approach to the
problem of automatically selecting the best mappings among
two data sources. Known schema mapping algorithms rely
on value correspondences – i.e. correspondences among se-
mantically related attributes – to produce complex transfor-
mations among data sources. Spicy brings together schema
matching and mapping generation tools to further automate
this process. A key observation, here, is that the quality of
the mappings is strongly influenced by the quality of the in-
put correspondences. To address this problem, Spicy adopts
a three-layer architecture, in which a schema matching mod-
ule is used to provide input to a mapping generation mod-
ule. Then, a third module, the mapping verification module,
is used to check candidate mappings and choose the ones
that represent better transformations of the source into the
target. At the core of the system stands a new technique
for comparing the structure and actual content of trees,
called structural analysis. Experimental results show that
our mapping discovery algorithm achieves both good scala-
bility and high precision in mapping selection.

Categories and Subject Descriptors:
H.2 [Database Management]: Heterogeneous Databases

General Terms: Algorithms, Design, Verification.

Keywords: Mappings, Schema Matching, Mapping Verifi-
cation.

1. INTRODUCTION
Deriving executable mappings among data sources is nowa-

days considered a key step in data integration applications [2].
Several systems in recent literature have studied the problem
of deriving mappings among sources based on value corre-
spondences; each of these correspondences states that an at-
tribute of the target is semantically related to one attribute
(or more) in the source, and is usually drawn as a line go-
ing from the source attribute to the corresponding target
attribute (see, for example, [8]).

To alleviate the burden of manually specifying lines, a nat-
ural solution is to exploit a schema matching system, i.e.,
a system that automatically or semi-automatically tries to
discover matching attributes in a source and target schema.
The study of automatic techniques for schema matching has
been investigated in many recent works; for a survey see [9,
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10]. Unfortunately, schema matching has been recognized
as a very challenging problem [6], for which no definitive
solution exists: although current schema matching systems
perform well in some application categories, in other cases
they suffer from poor precision. According to [7], there is
no perfect schema matching tool. [7] reports that on a re-
cent benchmark of ontology–matching tasks [1], participat-
ing matchers on average achieved 40% precision and 45%
recall. Also, even for datasets for which such tools reached
higher precision and recall, they still produced inconsistent
or erroneous mappings.

As a consequence, outputs of the attribute matching phase
are hardly ready to be fed to the mapping generation mod-
ule, and human intervention is necessary in order to ana-
lyze and validate them. It is worth noting that, in general,
human intervention is also necessary after mappings have
been generated, since several alternative ways of mapping
the source into the target may exist. Mapping systems usu-
ally produce all alternatives, and offer the user the possibil-
ity of inspecting the result of each of them in order to select
the preferred one.

Spicy [4], a research effort at Università della Basilicata,
is one of the first systems to investigate such coupling in
order to automate the generation of executable transforma-
tions. Interestingly, the issue of coupling schema matching
and mapping generation has received very little attention
so far. A crucial observation, here, is that the quality of
the mappings produced by the mapping generation system
is strongly influenced by the quality of the input lines: start-
ing from faulty correspondences incorrect mappings are in-
evitably produced, thus impairing the quality of the overall
integration process.

The main intuition behind our approach is that in many
cases the mapping generation process can be automated to
a larger extent by introducing a third step, which we call
mapping verification, based on a notion of mapping quality.

1.1 Mapping Quality
There are several ways to define a notion of quality for

schema mappings. These include, for example, the nature
of the views used to define the mapping, their efficiency,
the expressive power of the mapping language, etc.. These
criteria may be considered as “extrinsic” with respect to the
mapping scenario. Spicy, on the contrary, adopts a notion
of quality that we may consider as“intrinsic” to the mapping
scenario.

More specifically, we assume that besides the source schema,
the source instance, and the target schema, also one instance
of target repository is provided as input to the mapping
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tool.1 We consider such instance as a canonical instance,
i.e., a prototype showing how values should be organized in
the target repository. Given a mapping, we evaluate its qual-
ity by running the mapping over the given source instance
to obtain a translation, and comparing such translation to
the canonical instance given as input. The more similar are
the two instances, the higher we rank the mapping.

1.2 Mapping Selection
Suppose now we have run a schema matching tool on the

source and instance repositories and have obtained a number
of candidate lines. In order to discard incorrect correspon-
dences, we may proceed as follows: (a) we select a set of can-
didate correspondences; (b) we run the mapping generation
algorithm to produce an executable mapping,; (c) we exe-
cute the transformation to obtain a translation of the source
instance; (d) we evaluate the quality of the mapping by com-
paring the translation to the canonical instance. Based on
such comparison, we may identify incorrect transformations
due to wrong correspondences, and suggest to users the ones
that more likely represent correct translations of the source.

So far, the only step in the direction of verifying mappings
produced by a mapping generation system has been repre-
sented by Spider [5]. Spider is an ad hoc tool that serves
as a debugger for the mapping generation process, since it
allows the user to trace and inspect mappings step by step
during their generation, similarly to source code debuggers.
Note that our approach is significantly different from the one
pursued in [5], since we aim at reducing human intervention,
while human users play a major role in the debugging pro-
cess.

2. ARCHITECTURE OF SPICY
Our mapping scenarios can be informally described as fol-

lows: given (a portion of) a repository T , called the target,
and a repository S, called the source, find a transformation
query – i.e., an executable view – that can be used to map
instances of S into instances of T . In the process, we aim
at minimizing the amount of human intervention. Note that
we do not assume that lines are provided in advance.
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Figure 1: Architecture of Spicy

The overall system architecture is shown in Figure 1. In
order to solve the problem, we assume the availability of
one or more schema matchers, and of a mapping genera-
tion module. Given the variety of schema matching systems
available, the system architecture has been designed in such
a way that any of those can be easily integrated. In addition,

1This is typical in many settings, like, for example, Web
data sources.

Spicy provides its own instance–based matcher. The system
also assumes the availability of a mapping generation mod-
ule. The mapping generation module takes as input a set of
correspondences, and generates a number of mappings un-
der the form of source to target dependencies (TGDs) [8]. To
derive mappings in Spicy, we have implemented a version of
Clio’s mapping algorithm [8]. However, other mapping gen-
eration tools, like, for example, HepToX [3], could be easily
integrated into the system.

Besides pipelining schema matching and mapping gener-
ation, Spicy decouples these two modules by a number of
intermediate additional modules. These modules coordinate
the mapping generation process in order to select the best
results.

2.1 Mapping Verification
The first step of our mapping discovery procedure con-

sists of running the schema matcher to produce a number of
candidate correspondences. Each correspondence is usually
labeled with a similarity measure, i.e., a level of confidence.
Note that, in most cases, the schema matching system will
not be able to produce a single correspondence for each tar-
get attribute. It will rather produce a number of compatible
source attributes for each target attribute, with different de-
grees of similarity. Since in our setting each target attribute
must be matched to a single source attribute, we need to
consider these as alternative lines to be given as input to
the mapping generation module.

Example 1: Consider for example the data sources in Fig-
ure 2. As it is common in data integration systems, data
structures are represented in the system using an abstract,
graph-based model. It can be seen that the data model is
essentially a tree-based representation of a nested-relational
model, in which set and tuple nodes alternate. Instances are
trees as well; while leaf nodes have atomic values – strings,
integers, dates etc. – values for intermediate nodes are oids.
Foreign key constraints are drawn as dashed edges going from
the foreign key to the corresponding primary key.

Assume that, when run on the two data sources in our
example, the selected schema matcher suggests the following
correspondences:

projectDB.project.name →
companyDB.projects.project.projectName, 0.95

projectDB.project.budget →
companyDB.projects.project.budget, 0.92

projectDB.project.manager →
companyDB.divisions.division.managers.manager.name, 0.87

projectDB.project.manager →
companyDB.divisions.division.employees.employee.name, 0.90

It can be seen how we are deliberately assuming that the
schema matcher considers employee names to be highly sim-
ilar to names of project managers in projectDB, even more
than managers’ names in companyDB. It is also apparent
that such similarities cannot be fed to the mapping gener-
ation algorithm as they are; since attribute project.manager
has been matched to two different source attributes, the sys-
tem must choose between two different consistent line sets:
in both sets project names and budgets are correctly mapped
to their counterparts; then, in set (a) managers’ names are
mapped to managers’ names, while in set (b) to employees’
names.

If we were to select the preferred lines exclusively based on
similarity values, we would choose the second candidate set.
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companyDB : tuple

divisions: set

name : string

employees: set

employee: tuple

id: int

name : string

manager: tuple

id: int

name : string

projects: set

projectName: string

budget: real

companyDB : o1

divisions: o2

name : “Sales”

employees: o4

employee: o5

id: 101

name : “Steve Rogers”

managers: o7

id: 201

name : “Frank Castle”

projects: o10

division: tuple

managers: set employee: o6

…

manager: o9

…
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name: string
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manager: string

project: tuple

projects: o10

projectName: “Spicy”
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manager: 201
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project: o11

name: “Iron Suite”

budget: 2000000.00

manager: “Tony Stark”

project: o21

projectDB: o20

name : “Helicarrier”

budget: 1500000.00

manager: “Hank Pym”

project: o22

...

…

Source

Target

(schema)

(instance)

(schema)

(instance)

Figure 2: A sample mapping task

However, let us reason for a moment on the two transfor-
mations that would be produced.

Set (a) yields the following transformation (we adopt the
syntax used in [8]):

for d in companyDB.divisions, m in d.managers,
p in companyDB.projects

where p.project.manager = m.manager.id
exists p’ in projectDB
where p’.project.name = p.project.projectName and

p’.project.budget = p.project.budget and
p’.project.manager = m.manager.name

UNION
for d in companyDB.divisions, m in d.managers,
exists p’ in projectDB

p’.project.manager = m.manager.name

The transformation is the union of two TGDs. The first
one states that, in order to obtain an instance of the tar-
get, we need to join projects and managers in the source,
and then produce a tuple for each project name, budget and
manager name. The second mapping, on the contrary, maps
manager names. However, it only contributes to the result
for those managers that do not have projects and therefore
do not participate to the join above. If, how it is reasonable,
we assume that the vast majority of managers have projects,
very few tuples will be generated by the second TGD. Based
on these observations, we may say that the translated target
instance – which we report in tabular form for space reasons
– would look as follows:

name budget manager

Spicy 10000.00 Frank Castle

Noodles 15000.00 Scott Summers

... ... ...

Set (b), on the contrary, yields a quite different transfor-
mation:

for p in companyDB.projects
exists p’ in projectDB
where p’.project.name = p.project.projectName and

p’.project.budget = p.project.budget
UNION
for d in companyDB.divisions, e in d.employees
exists p’ in projectDB
where p’.project.manager = e.employee.name

In this case, both mappings contribute to the result, be-
cause nobody among the employees manages projects. The
resulting instance is quite different from the previous one,
since the two mappings generate a number of null values:

name budget manager

Spicy 10000.00 NULL

Noodles 15000.00 NULL

NULL NULL Frank Castle

NULL NULL Scott Summers

... ... ...

If we compare this second instance to the target instance
shown in Figure 2, we may see how information “flows” quite
differently through them. This might allow us to correctly
infer that set (a) more likely represents the correct choice.

Although this example has been kept very small and rather
simple for clarity’s sake, we may summarize by saying that
schema matchers typically output correspondences that may
be assembled in different ways. This leads to different can-
didate transformations. We advocate that, while an a priori
selection of the right correspondences is often very difficult
and typically leads to poor results, an a posteriori compari-
son of the instances produced by the various transformations
to the original target instance may give very useful insights
on the quality of these transformations, and therefore on the
correctness of the associated lines.

A fundamental role in our architecture is played by the
mapping verification module. Besides the availability of a
source schema and instance, we assume that instances of
the target data source are also available, and not only its
schema; this is typical in many settings, like, for example,
Web data sources. In these cases, whenever we select a
set of candidate correspondences produced in the schema
matching phase, we may think of running the mapping gen-
eration algorithm to obtain the transformation induced by
these correspondences; then, we may check such transforma-
tion by running the query on (a subset of) the source, and
comparing the result to the available target instance. The
level of similarity obtained by this comparison is taken as
an estimate of the quality of the mapping. Based on such
comparison, we may on the one side identify incorrect trans-
formations due to wrong correspondences produced during
the schema matching phase, and on the other side rank the
remaining candidates to suggest to users the ones that more
likely represent correct translations of the source.

Spicy allows for various verification strategies. All strate-
gies adopt a feature–based approach. Suppose we are given
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a portion s of a repository S and a portion t of a repos-
itory T ; in order to compare them, we might proceed as
follows: (i) analyze s using the selected strategy in order
to derive a number of descriptive features; (ii) do the same
for t; (iii) compare the features computed by the model and
return an index of similarity that is proportional to the sim-
ilarity of the selected features. Besides the more traditional
attribute–oriented feature analysis, Spicy provides an inno-
vative comparison strategy called structural analysis.

2.2 Structural Analysis
The main intuition behind this choice is that a data struc-

ture can be seen as a “generator of information”; in essence,
we may imagine that its elements – for example, its atomic
fields like strings or numbers – tend to produce a flow of
information in the repository – i.e., they generate an inter-
nal stress; each element, in turn, has some consistency due
to its nature – for example, numbers may be considered of
different consistency with respect to strings or dates; from
the interaction between stress and consistencies we may pre-
dict the flow of information. Intuitively, two instances will
be considered to be similar when information flows similarly
through them.

Electrical circuits exhibit nice and elegant properties that
make them a very effective means to study similarities about
data structures. In [4] we formalize a transformation func-
tion, that, when applied to a tree-like portion of a data
source, generates an electrical circuit that can be used for the
purpose of comparison. One example is shown in Figure 3.
For now, let us mention some features of this transformation.
For further details we refer the reader to [4].

First, the resulting circuit has a tree-like topology that
is isomorphic to that of the original tree; also, the circuit
embodies instance-based features; in fact, values for resis-
tors and voltage generators associated with attributes are
derived from numerical features of a sample of instance val-
ues; hence, it is an ideal means to model the informative
content of the data structure.

circ(project) 
name : string

budget: real

manager: string

project: tuple

circ(manager)

Schema Corresponding circuit

circ(name) circ(budget)

Figure 3: Example of Circuit

Second, circuits are an excellent summarization technique
for the purpose of verifying mappings. Recall that our goal
is to evaluate the quality of a mapping by checking the sim-
ilarity of the instance obtained by executing the mapping
with respect to the instance originally provided with the
target data source. To do this, in principle, we might adopt
a rather straightforward attribute-to-attribute comparison
approach, as follows: (i) after the translated instance has
been generated, we might consider each attribute Ai in the
target separately; (ii) take a sample of values for Ai in both
the original and the translated instance, and derive a num-
ber of numerical features based on this sample; (iii) calcu-

late the overall similarity between the two instances based
on the similarity of the various features. However, combin-
ing independent similarity measures into a single similarity
value is known to be a hard problem [6]. Circuits provide
a nice and elegant solution to this problem. They naturally
lend themselves to a black-box analysis to characterize the
behavior of the two trees, through which we can collect a
small number of descriptive parameters – output current,
average current, internal voltages – that can be effectively
used to measure the similarity of the original structure to
other structures. Our experiments show that circuits per-
form better than attribute-to-attribute feature comparisons.

Finally, the comparison technique based on circuits is fully
automatic and does not require any additional inputs; it is
also quite efficient, since, for the kind of stationary, contin-
uous current circuits used in the system, solving the circuit
amounts to solve a system of linear equations of the form
Ax = b.

2.3 The Mapping Discovery Algorithm
The first step of our integration procedure consists of run-

ning the schema matcher to produce a number of candidate
element correspondences. Each correspondence is usually
labeled with a similarity measure, i.e., a level of confidence.
Note that in most cases the schema matching system will
not be able to produce a single correspondence for each tar-
get attribute. It will rather produce a number of compatible
source attributes for each target attribute, with different de-
grees of similarity. Since in our setting each target attribute
must be matched to a single source attribute, we need to
consider these as alternative lines to be given as input to
the mapping generation module.

In view of this, our algorithm is based on a feedback loop
in which we initially fix a similarity threshold; at each step:
(i) we consider only candidate correspondences with simi-
larity above the threshold; (ii) we combine these correspon-
dences into consistent sets, and run the mapping genera-
tion algorithm to generate the corresponding transforma-
tions; (iii) we use each transformation to translate (a sample
of) the source instance into an instance of the target, and
then use the mapping verification module to compare the
obtained instances to the original target instance; (iv) we
rank transformations – and therefore correspondence sets
– according to such similarity measure. If no satisfactory
mappings are produced at a given iteration, we progressively
lower the threshold and analyze more alternative mappings.
In essence, using this process, users are not required to man-
ually inspect and select correspondences before mappings
are generated; also, when the process stops, the system will
present to them a ranked list of source-to-target transforma-
tions, suggesting which ones are believed to better reproduce
the target.

3. DEMONSTRATION
The system described in the paper has been implemented

in a working prototype. The prototype was developed in
Java and is equipped with a graphical user interface that
allows users to explore all steps of the mapping generation
process, as schematically shown in Figure 4.

After the user has chosen a mapping task by loading the
source and the target, step 1 consists in the match phase;
either the internal or one external schema matcher is run
against the two data sources, to provide a number of candi-
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circuit
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best

results

Figure 4: Main Steps in the Demonstration

date lines, each with a given level of confidence. These lines
can be inspected and manually edited by the user. Then,
the mapping selection iterative process starts. Based on the
current threshold, the line selection module selects a num-
ber of consistent line subsets (step 2). The user may ac-
cept the subsets selected by the module or discard them.
Each selected subset is fed to the mapping generation mod-
ule (step 3) and generates a TGD. At step 4 the TGD is
executed by the internal execution engine. During execu-
tion, fragments of instances can be inspected to understand
how operators are transforming the source instance. Then
(step 5) the translated instance is compared to the origi-
nal target instance to measure the quality of the mapping.
At this step the user may see the circuits that have been
generated and explore their features. If the quality of the
current mapping is considered unsatisfactory, then the pro-
cess is iterated and new mappings are explored. Otherwise,
the mapping is added to the output.

A key issue to validate our approach is to compare the
quality obtained by selecting attribute matches a posteriori,
i.e., after mapping generation and translation, with respect
to selecting them a priori, i.e., relying only on the output
of the attribute matcher. To test this, the system provides
several alternative configurations.

Using the a priori configuration, the selected attribute
matcher is run to find candidate correspondences; then, the
unambiguous line sets (one or more) with the highest confi-
dence are selected; attribute similarities can be aggregated
in various ways, including average, harmonic mean and eu-
clidean distance.

To assess a posteriori strategies, a second important point
is how structural analysis performs with respect to more tra-
ditional comparison procedures, based on attribute features
alone. To do this, we have several different a posteriori con-
figurations.

Using the attribute–features configuration, the best line
set is chosen a posteriori, as follows: the mapping search
algorithm is run as described above; candidate transforma-
tions are run on the source to obtain a translated instance
of the target and their quality is measured by comparing it
to the original target instance in a standard fashion, i.e., by
comparing each attribute in the translated instance to its
counterpart using instance-based features.

Using the structural–analysis configuration, we use struc-
tural analysis – i.e., circuits – to measure the quality of
mappings.

To compare the various strategies, we have selected a num-

ber of experiments, based on different data sources, both
relational and XML. Besides well known data sources like
DBLP, Mondial2, and Amalgam3, we tested several real–life
databases serving the information system of our School of
Computer Science, and some synthetic datasets. Some of
these experiments will be executed during the demonstra-
tion to show that a posteriori strategies perform significantly
better that a priori ones, and that structural analysis, i.e.,
circuits, outperforms other attribute–feature configurations.
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